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A decision guide:
when to move data and 
when to query it where it lives



“Data warehouses,  
data lakes, data marts 

and cloud object 
storage all exist to 

support analytics and 
query processing. Many 

companies have all of 
these and frequently 

several of some of them. 
Each can individually 

support relevant 
analytic functions. 

However, what happens 
when you want to run 

queries that span  
these sources? 

”
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ata warehouses, data lakes, 
data marts and cloud object 
storage (if you do not consider 

this to be another form of data lake) 
all exist to support analytics and query 
processing. Many companies have all of 
these and frequently several of some 
of them. Each can individually support 
relevant analytic functions. However, 
what happens when you want to run 
queries that span these sources? You 
essentially have two solutions: you either 
query the data where it is and then join 
the results or you move the data so that 
it is all in a common environment (a 
hybrid approach is also possible). In this 
paper we will examine the reasons why 
you might choose one approach or the 
other. The key question, therefore, is when 
should you consider moving the data and 
when should you think about leaving it 
in place? 

We will start with a brief generic 
discussion of the technologies involved; 
then consider some technology-oriented 
situations in which you might prefer 
one approach or the other, along with 
the reason why; and then move on to 
consider some example use cases.

A decision guide: When to move data  
and when to query it where it lives

D

“…when should you 
consider moving 

the data and when 
should you think 
about leaving it  

in place?  

”
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he traditional approach to 
creating an enterprise data 
warehouse is that you use 

some form of data integration process, 
typically using some combination 
of extraction (from source systems, 
typically transactional and operational 
environments), transformation (because 
you want the data to be in a consistent 
format) and loading (into the target 
system). These may be performed in any 
order with the historic norm being ETL 
(extract, transform and load), though 
ELT has become popular, especially 
when loading data into data lakes but 
also with respect to sensor data that 
may be streamed into the environment 
using technologies such as Kafka or 
Flink. However, the choice is not clear 
cut: some data integration tools support 
push-down transformation so that you 
can perform relevant transformations 

Section 1: Methods for querying 
data across multiple sources

within the source system while streaming 
technologies often have some level of 
transformational capabilities built into 
their platform. The bottom line is that 
when using data integration, you can 
implement transformation processes 
wherever it is most appropriate, which 
may mean doing so in multiple places.

In addition, there is a distinction to 
be made between data that you know 
you are going to access for analytic 
purposes, which will definitely need to 
be transformed (specifically, it will need 
to be cleansed), and data that you don’t 
know whether you are going to analyse 
or not. This latter consideration applies 
particularly to data lakes, which will 
typically contain a lot of data that may or 
may not be useful for query purposes. In 
this case it may make more sense to only 
cleanse or otherwise transform the data 
when you actually need to do so, typically 

T

Figure 1
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through use of a data preparation tool. 
Moreover, some types of data, such as 
documents, emails, images, video, audio, 
demographic data, and sentiment data 
gathered from social media are as they 
are: there is no requirement for data 
cleansing, although there may be a need 
for transformation so that these are in a 
consistent format amenable to analysis.

All of this forms the background 
against which decisions about centralised 
queries versus queries in place must be 
decided. It will be necessary to use data 
integration processes to populate your 
enterprise data warehouse, you may want 
to replicate data across environments 
to support disaster recovery scenarios, 
you will need to load data into your 
data lake(s) and it will be useful to have 
data preparation tools that support the 
process of understanding, transforming 
and joining disparate data sets. 

In so far as moving data into a central 
location is concerned, the techniques and 
methods to be used are as just described. 
However, there is one question to answer: 
do you move all of it, so that it is always 
ready to be queried, or do you only move 
the data you need for relevant queries? 
The former will likely mean that you are 
centralising more data than you need to, 
with all that that implies in terms of cost 
and performance. The latter either means 
being prescriptive about the queries you 
are going to support (not supporting self-
service ad hoc capabilities), or it means 
moving the data at run-time, which 
will severely impact on performance. 
Given the disadvantages of the latter 
approaches we assume the former would 
be the preferred option in most cases.

The alternative is a form of data 
federation, in which you group your data 
together logically rather than physically. 
Rather than consolidating your data into 
a single location, you create a single 
point from which it can all be accessed. 
This is referred to as query(ing) in place 
and works by building a queryable virtual 
view across the systems in which your 
data resides, while leaving said data 
where it already is. In other words, there 
is no immediate need for data movement 
or transformation. That said, there is still 
a use for “pushdown” (of a kind, anyway). 
In this case, it refers to the ability for your 
query engine (or other data federation 
solution) to delegate parts of your query 
(typically predicate processing) to the 
source systems, thus improving query 
performance, because only the results of 
that query need to be returned across the 
network rather than the whole dataset. 

Figure 1 illustrates the essential 
differences between an approach to 
analytic platforms that involves data 
movement as opposed to data federation, 
though it should be noted that in many 
cases it is not a question of either/or but 
more a question of when to use either.

“Rather than 
consolidating your data 

into a single location, 
you create a single point 

from which it can all be 
accessed. This is referred 
to as query(ing) in place 
and works by building a 

queryable virtual view 
across the systems in 

which your data resides, 
while leaving said data 

where it already is.

”
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“…providing a single 
point of access to all 
of your data means 
that you only have 
to secure that single 
point of access.

”

uerying in place has some 
notable advantages over ETL 
and similar processes. For 

instance, copying your data to a new 
system for query purposes will result in 
multiple copies of the same data (one 
master copy in the source, and one or 
more copies elsewhere for analysis). This 
means that you have to physically store 
more data, which in turn means you’ll 
suffer increased storage costs in terms of 
both hardware and software. You will also 
have increased database administration 
costs either directly or indirectly (if you 
are using a managed service). You are 
also going to need to keep your master 
data and your copied data in sync on 
an ongoing basis, using up expensive IT 
resources to support and maintain these 
ETL scripts, while consuming network 
bandwidth.

On the other hand, querying via 
data federation completely separates 
compute from storage. This means that 
query in place not only avoids the costs 
highlighted above, it actually provides 
you with more flexibility by allowing to 
scale compute and storage individually. 
The benefits of this separation include 
scalability, availability, and – above all – 
cost. To wit, it allows you to move your 
data to the lowest cost storage provider 
available while still maintaining the 
accessibility of that data via low latency 
querying. Additionally, you only incur the 
cost of any compute power you use on an 
as-needed basis.

Section 2: When should you  
use each approach?

Q Query in place also makes a lot of 
sense when you have good reason to 
store your data in different places. For 
example, you might have a number 
of disparate types of data (structured, 
unstructured, graph, documents, time 
series, sensor data, et cetera) that need to 
reside in different types of database (and 
therefore different databases period) for 
performance reasons. That doesn’t – or 
shouldn’t – stop you from wanting to 
query that data in aggregate, however, 
which is easy to do with data federation 
but very tricky to do efficiently using 
extraction and load, especially bearing 
in mind that some of these technologies 
(especially graphs, documents and time-
series) are often not well – or at all – 
supported by data warehousing (or data 
lake) products.

That said, there are legitimate 
reasons to use ETL and such over data 
federation/query-in-place. In particular, 
the core reason for moving data is to 
track historical data on an ongoing 
basis, and to ensure the data your 
business runs on is always available in 
the correct format. Of course, the latter 
can be compromised if errors creep in 
– as they are wont to do – during the 
transformation process. Security concerns 
can also be a big reason – or, at least, 
a perceived reason – to use traditional 
approaches, since you will not want to 
expose any sensitive data (personal or 
otherwise) without protecting it first. 
Spreading your sensitive data across 
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“…in data lake 
environments you 

will often load data 
that may or may not 

be of value and in 
this case you really 

want to explore the 
data first before you 

even think about 
data movement 

and whether your 
warehouse or 

lake has sufficient 
capacity.

”

many sources may also make compliance 
more difficult, purely for the reason that 
it will mean your processes for protecting 
said data will have to be less centralised. 
On the other hand, providing a single 
point of access to all of your data means 
that you only have to secure that single 
point of access. This could very well mean 
that query-in-place will result in a net 
boon for your data security and privacy.

There are also performance 
implications: all other considerations 
being equal (though often they aren’t) 
having all of your data in one place 
should mean that query performance 
is improved, because you don’t have to 
worry about network delays. However, 
that very much depends on whether 
the central data store can effectively 
handle the various datatypes that may be 
involved, and if there is sufficient capacity 
in the data warehouse (or wherever) to 
devote (part of) itself to these queries. In 
addition, in data lake environments you 
will often load data that may or may not 
be of value and in this case you really 
want to explore the data first before you 
even think about data movement and 
whether your warehouse or lake has 
sufficient capacity.

Ultimately, ETL and centralisation 
versus query-in-place is something of a 
trade-off. The latter will usually be more 
cost effective and may well be faster, 
and we would generally recommend 
leveraging it as much as possible for 
these reasons, but there are instances 

where some degree of ETL is still 
valuable. For example, you might have 
analytically valuable transactional data 
that would be easier to query in a) a 
dedicated analytics evnvironment and 
b) in a columnar format. In this case, 
it would make sense to leverage ETL 
to move the data to the former and 
transform it into the latter. That said, 
although this process implies a degree 
of centralisation, it is not motivated 
purely by a desire to centralise. In fact, 
we would expect query-in-place to be 
applied to wherever the data in question 
lands. To strike at the heart of the matter, 
we suspect that most organisations will 
have reason to continue to leverage ETL 
as part of their query processes. But they 
would do well to implement a hybrid 
approach, using ETL only when there is 
a specific reason to do so and relying on 
query-in-place otherwise. In effect, you 
should not be asking “when should we use 
query-in-place?” but rather “when should 
we use ETL?”. 

Needless to say, query-in-place is 
worth serious consideration across 
many environments. We discuss several 
examples of such in the next section.
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“By implementing a 
query engine as a 
“query fabric” layer 
across numerous 
data sources, the 
organisation was 
able to leverage 
query in place 
to analyse its 
subscription and 
usage data without 
any data movement

”

In this section we will describe a number of use cases for data 
federation that correspond to real world case studies across a 
variety of industries. 

This organisation wanted to be able to 
analyse its customer’s subscription and 
usage data. Being a very large company, 
both in terms of customer base and 
geographic coverage, this immediately 
presents a number of problems for data 
integration. For instance, considering 
subscription data alone, it has a 
subscriber count measured in the tens of 
millions. What’s more, its data is going to 
be geographically distributed across the 
United States. In short, it is a large and 
highly complex environment. By itself, 
extracting and loading all of that data 
would be difficult, and the cost of doing 
so on a continuous basis (and the cost of 
storing it all in a single location) would 
be prohibitive. To make matters worse, 
the company was operating on a strict 
timeframe, and hence needed to complete 
the analysis within a limited time. 

Enter data federation. By 
implementing a query engine as a “query 
fabric” layer across numerous data 
sources, the organisation was able to 
leverage query in place to analyse its 
subscription and usage data without any 
data movement (this includes querying 
over 1000 Hadoop nodes in its data lake 
and a large enterprise data warehouse), 
and what’s more to do so within the time 
window required. In practice the company 
had three choices: fold it’s Hadoop-based 
data into its Enterprise Data Warehouse or 
get data from the warehouse into Hadoop 
or query the data in place. Both of the first 
two options meant slowing the process 
down and increasing costs. It is clear that 
in such an environment, it was faster, 
cheaper, and less risky to implement a 
query engine than it would have been 
to develop/generate and deploy the 
equivalent ETL scripts. 

The end result was a modernised and 
cloud-ready query architecture, as well as 
new subscription revenue driven by the 
analysis that the new architecture made 
possible. The latter speaks for itself, but 
the former is perhaps an understated 
advantage in the telecommunications 
space. Many established telcos rely on 
aging, complex IT infrastructure (often 
exacerbated by inheriting technology 
through corporate mergers and 
acquisitions, which is a good reason for 
adopting query in place all by itself) that 
desperately needs renovation to keep 
up with the industry as a whole. The 
architecture the company has been able 
to create addresses this issue not only by 
enabling more sophisticated customer 
analytics now, but by opening the door 
for more innovation and agility within 
those analytics – and therefore within 
the company’s marketing strategy – in 
the future. As we said before: the results 
speak for themselves. 

This all results in a clear and 
substantial win for query-in-place. What’s 
more, although in this case we speak to 
the telecommunications industry, the 
same reasoning applies in general to any 
organisation that wants to query against 
a large quantity of data distributed 
between a plethora of data sources. 

Section 3:
Use cases for data federation

1 Use case 1:   
Fortune 100 Telecommunications Company
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“…analysing disparate 
types of healthcare data 
in an effective way is an 
increasingly widespread 

issue within the 
healthcare industry. 

”

A small research group at a US-based 
hospital was faced with a problem. The 
hospital was storing data that could 
be significant for its research when 
analysed collectively. Unfortunately, this 
data was distributed across a number 
of different data sources. Moreover, the 
research team consisted of only three 
people and they didn’t have either the 
skills or resources to develop a solution 
based on data integration. It was simply 
too complex for such a small team to 
properly leverage and manage. The 
solution proved to be query-in-place 
with a single point of access to the entire 
on-premises environment. What’s more, it 
enabled federated querying across both 
the on-premises environment and the 
cloud. Free of the burden of managing 
an ETL process themselves, this allowed 
the research team to query the data 
they needed without undue effort. The 
solution was also primed to scale up to 
additional use cases outside of said team, 
granting it additional use and longevity. 

In a sense, this is the opposite of 
the above use case. Whereas for the 
aforementioned telecommunications 
company there was too much data too 
widely distributed for ETL processes 
to be viable, in this case it’s clear that 
although ETL or similar approaches 
could have been applied in principle, in 

Use cases

practice the process of applying them 
(and the tooling used to do so) was too 
complex and/or expensive to be utilised 
properly. Essentially, it’s not just a matter 
of applying query in place when your 
data becomes too voluminous and spread 
out in an absolute sense, but also when 
it becomes too much for the people you 
have on hand to be able to handle it 
via extraction and loading. The latter is 
simply more work than the former.    

In fact, analysing disparate types of 
healthcare data in an effective way is an 
increasingly widespread issue within the 
healthcare industry. Although historically 
most healthcare data was created and 
ingested in a relatively uniform format 
(usually relational data), these days it 
is much more diverse. Wearable, mobile 
and web technologies mean that 
healthcare data now comes in a variety 
of formats and from a variety of sources, 
in some cases in real time. Combining 
this data with traditional, relational 
healthcare data is far from trivial, and 
data federation makes this process is 
significantly simpler. Data privacy is 
also an issue: healthcare data is almost 
uniformly sensitive and highly personal, 
which makes moving it around constantly 
a tricky – and risky – proposition at best: 
another reason to favour data federation 
over data movement. 

2 Use case 2: 
Healthcare research
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“Where ETL processes 
can sometimes require 
you to adjust your 
system to fit them, 
data federation works 
with your system as it 
currently exists. 

”

Grubhub, an online food ordering 
company, needed to analyse its 
clickstream data in order to fully 
understand how it was affecting its 
billing revenue. What’s more, achieving 
this was going to require joining tables 
(in which the company’s clickstream 
data was being held) across buckets in 
Amazon S3. Now, federated querying 
across S3 is doable (in fact, as a capability 
it is becoming increasingly common) 
from within a data warehouse. However, 
this is assuming that the data warehouse 
will be the main focus and that the bulk 
of the data you are querying is in the 
data warehouse. If, as with Grubhub, your 
emphasis is more on cloud object storage, 
and you want your data to remain there, 
then query-in-place is a more obvious 
option. In practice, Grubhub opted for 
faster data access with a “distributed SQL 
engine” layered across its S3 buckets, 
thus enabling querying and analysis 
while leaving the data where it lived 
and continuing to use S3 as its primary 
platform. This removed the need to move 
the data to a data warehouse, leaving the 
data in the lowest cost storage option 
while still giving the company’s business 
teams fast access to their data.

More generally, it is important for 
organisations that sell to the general 
public (most prominently retailers, 
but also caterers such as Grubhub) to 
understand the wants and needs of their 
customer base. This is going to require 
analytics, and it’s going to require it in 
a holistic sense. If you can only get a 
view into your customers’ behaviours 
as a series of isolated snapshots, you 
are at risk of missing the forest for the 
trees and failing to grasp important 
insights that may be obvious when you 
are able to examine your customer data 
as a whole. Query-in-place is a way of 
achieving this, and as the example of 
Grubhub demonstrates, it sits on top of 
and coexists with your existing solution. 
Where ETL processes can sometimes 
require you to adjust your system to fit 
them, data federation works with your 
system as it currently exists. 

Use cases

3 Use case 3:
Grubhub (online catering)

Finally, it is worth considering a different 
type of use case that effectively involves 
prototyping. This applies where you 
perform query in place across multiple 
data sources where one (or more) of 
those sources consists of an operational 
database, combined with a data lake. It will 
often make sense to use data federation 
to explore these diverse datasets to 

discover relevant insights so that you 
can then determine the best technology 
need to operationalise those queries. This 
will typically involve understanding the 
best way of moving the data out of the 
operational environment to support on-
going query processes.

4 Use case 4:
Prototyping
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n this report, we’ve 
demonstrated why we believe 
that query-in-place is a highly 

competitive alternative to ETL, ELT, 
and similar processes; and how it may 
sometimes be used as pre-cursor to the 
use of these technologies. We’ve also 
highlighted some circumstances and 
use cases in which query-in-place is 
particularly useful. However, for the latter 
in particular, we do not intend this to be 
an exhaustive list, and indeed there are 

examples from a number of other market 
sectors (retail, finance, manufacturing 
and so on) that we could have used just 
as well. Ultimately, if you’re dealing with 
any more than a (very) small number of 
data sources, you may want to consider 
leveraging data federation. Although 
it will never supplant data integration, 
it’s clear to us that it has a firm place 
alongside it.

Conclusion

I

FURTHER INFORMATION 
Further information about this subject is available from 
www.bloorresearch.com/update/2565

www.bloorresearch.com/update/2565
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that include (but are not limited to) 
databases and data warehousing, data 
integration, data quality, master data 
management, data governance, data 
migration, metadata management, and 
data preparation and analytics.

In addition to the numerous reports 
Philip has written on behalf of Bloor 
Research, Philip was previously editor 
of both Application Development News 
and Operating System News on behalf of 
Cambridge Market Intelligence (CMI). He 
has also contributed to various magazines 
and written a number of reports 
published by companies such as CMI 
and The Financial Times. Philip speaks 
regularly at conferences and other events 
throughout Europe and North America.

Away from work, Philip’s primary 
leisure activities are canal boats, skiing, 
playing Bridge (at which he is a Life 
Master), and dining out.

hilip started in the computer 
industry way back in 1973 
and has variously worked as 

a systems analyst, programmer and 
salesperson, as well as in marketing and 
product management, for a variety of 
companies including GEC Marconi, GPT, 
Philips Data Systems, Raytheon and NCR.

After a quarter of a century of not 
being his own boss Philip set up his own 
company in 1992 and his first client was 
Bloor Research (then ButlerBloor), with 
Philip working for the company as an 
associate analyst. His relationship with 
Bloor Research has continued since that 
time and he is now Research Director, 
focused on Information Management.

Information management includes 
anything that refers to the management, 
movement, governance and storage of 
data, as well as access to and analysis of 
that data. It involves diverse technologies 
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Bloor overview
Technology is enabling rapid business evolution.  The opportunities are immense 
but if you do not adapt then you will not survive.  So in the age of Mutable business 
Evolution is Essential to your success. 

We’ll show you the future and help you deliver it.

Bloor brings fresh technological thinking to help you navigate complex business situations, 
converting challenges into new opportunities for real growth, profitability and impact. 

We provide actionable strategic insight through our innovative independent 
technology research, advisory and consulting services.  We assist companies 
throughout their transformation journeys to stay relevant, bringing fresh thinking to 
complex business situations and turning challenges into new opportunities for real 
growth and profitability.

For over 25 years, Bloor has assisted companies to intelligently evolve: by embracing 
technology to adjust their strategies and achieve the best possible outcomes.  At Bloor, 
we will help you challenge assumptions to consistently improve and succeed.
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