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At the core of Starburst, we believe the beating heart of business is data. We believe in the value of data. Data analytics means
understanding trends, extracting patterns and creating information that can be used to drive smarter business practices. Data helps
companies reduce costs, increase competitive advantages and make better, faster decisions. Data analytics improves business
outcomes and can drive performance throughout an organization.
Even today, there exist many hurdles companies face to achieve those desired outcomes. Companies unable to overcome these
challenges will be unable to compete in the current business environment:
• Every year there’s a new data warehouse or storage solution promising
to be the single source of truth for your organization. The business risk
and cost of using one solution leads many companies to keep some
existing solutions while also cutting down costs by migrating some of
their data to a promising new technology. The pattern has repeated over
the course of the last three decades. This has led to data silos, cutting
off crucial data to parts of your organization that need it. This also means
less productivity from your data team as they keep chasing the perfect
solution to their data problems.
• At the same time, the separation of storage and compute has led to new
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• A result of these new technologies and paradigms has been the
development of data silos within organizations. While your marketing
department may have one need, another part of the business has
different needs which legacy technology might be handling effectively.
New investment in cloud technology may be limited in scope due to
funding constraints while security concerns may lead companies to keep
some data on premise. Data duplication in this scenario is constant,
leading to extra costs for the entire organization.

movement and the potential for
duplication. Not only can you connect to all
of your data sources, Trino is the fastest
MPP SQL query engine on the market today
providing you with the fastest route to your
data. Trino is also an open source project
bolstered by one of the fastest growing
open source analytics projects.

Maximize Your Analytics Investment

Starburst helps you future proof your analytics strategy by allowing you to connect to your data sources in a flexible way at predictable
costs. This provides your organization with the agility to faster, better decisions. The key capabilities of Starburst include:
Analytics Anywhere: Analysts across your organization, can leverage their existing analytics tools across any data source with
the fastest performance.
Deploy Wherever: Whether you store your data on AWS, Azure, GCP, on-premise or in a third party data center, Starburst can
deploy anywhere.
Unparalleled Connectivity: Connect to data no matter where it lives with over 35+ high performance connectors ranging from
data lakes and warehouses to streaming and more.
Speed at Scale: Starburst uses Trino’s lightning fast MPP query engine performance across all your data sources at scale and
gets data in your business analysts’ hands quicker to make better, faster and more accurate data-driven decisions.
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The flexibility Starburst provides allows you to choose your own deployment, your data sources and integrate with the analytics tools
you already use. Starburst allows you to de-risk your data architecture by providing you with seamless access to data no matter where
it lives.

Maximize Your Analytics Investment

Modernized Analytics
In today’s data environments, various departments across your
organization will have different data needs. These needs are
served with different dashboards, tools, databases and more.
There may be departmental needs that are associated with
one particular tool or another. Some areas of the business may
need highly specialized tools that require a different tool set
than another. Marketing’s requirements for their data needs
differ from Engineering amongst other departments.
A modern strategy is to enable users across your organization with
tools that create efficiencies across the business leveraging their
preferred analytical tool and data sources while minimizing data silos
and duplication. Starburst enables data analytics with a SQL-based
query fabric to make better and faster decisions using the tools
already in place by providing a single point of access to all your data.

Performance at Scale
Starburst is built upon the open source Trino MPP SQL query engine.
It is a highly parallel distributed query engine that is built from the
ground up for efficient, low latency analytics. Starburst’s engine
has been tested at the largest organizations in the world to query
exabyte scale data lakes and enormous data warehouses. Trino is
ANSI SQL compliant query engine that enables you to work within
tools such as Tableau, PowerBI, Qlik, Superset, Looker and the
most popular business intelligence and data analytics tools.
Starburst can be used for ad hoc analytics at interactive
speeds, run massive multi-hour batch queries and high volume
queries at sub-second queries. Query data in Hadoop, S3,
Cassandra, MySQL and more without ETL. Using Starburst,
you can query data across various systems in a single query.
It’s designed for both on-premise and cloud environments.

Keep Using What You Know
Starburst is data analytics platform agnostic. There is no platform
standard across all of data for analytic use cases. Starburst from the
start was designed for interactive analytics. Starburst integrates with
the most popular business intelligence and data analytics tools like
Tableau, PowerBI, Looker, ThoughtSpot and more. Starburst’s ODBC and
JDBC drivers allow users to query data directly using SQL statements
your users already know. Starburst serves as a data consumption layer
to decrease time to value by providing data consumers with speed at
scale and supplements your dashboards by providing a single point of
access to a wealth of new data without the need to centralize it first.
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Data Anywhere
Starburst enables you to unlock your data silos by providing a single point of access across all your data sources. With over 40
enterprise data connectors from data lakes to data warehouses and more, Starburst provides you a holistic view into all your data
sources. Starburst can connect with the most popular data sources including MySQL, Hive, PostgreSQL, Snowflake, Delta Lake and
many more. Starburst’s enhanced connectors drastically improve overall performance and security with parallelism, pushdown, table
statistics and authentication. Starburst’s Cost-Based Optimizer (CBO) drastically improves your analytics price-performance via
federated cost-based query optimization.

Don’t Change Your Deployment for Us
Organizations increasingly are deploying analytics both on-premise and in the cloud. Companies need analytics to run everywhere and
anywhere they choose. Starburst enables you to keep your current strategy and runs wherever you need it.
• Starburst can easily be installed on-premise in any data center. Whether you are using Hadoop or a distributed object store like
Minio or EMC ECS Object Store, Starburst acts as your main query engine over the most popular storage architectures.
• Starburst integrates with Amazon Web Services (AWS) for scalable cloud storage and computing services with a stable, efficient
and cost-effective way to query all of your enterprise data. It is also available on the AWS Marketplace.
• Starburst is available on Azure and includes enterprise connectivity and security, auto-configuration of clusters, coordinator
high availability, autoscaling and graceful shutdown/scaledown. Starburst integrates with Azure Blob Storage, Azure Data Lake
Storage and more to make big data projects easier and less costly to develop and operate. Starburst can also be deployed using
the Azure Marketplace.
• With Starburst on the Google Cloud Platform (GCP), you can realize the value of cloud computing alongside the SQL-on-anything
query engine. Starburst provisions the Trino clusters on GCP to simply spin up a cluster and begin leveraging the flexible compute
capabilities against any data source. Starburst is also available on Google Cloud Marketplace.

In Brief
Starburst helps you increase your data efficiencies by providing a single source of access to all of your data sources no matter where
they live. Starburst provides you with the flexibility to make you ready for any future challenges by giving you fast, easy access to your
data sources. Combine Starburst with the tools you already know and the platforms you already use with speed at scale.
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The Starburst and Trino Difference
Trino eliminates the need to maintain a traditional data warehouse and separates storage from compute, allowing organizations
to leverage low-cost storage without sacrificing insights. In addition to tremendous cost savings, Trino improves productivity and
time to insight on actionable data, enabling decision makers to impact the business with faster, smarter, data-driven outcomes.
Although they are built on the same basic query engine, there are several important differences between Starburst Enterprise
and the open source version of Trino. With these enhancements from Starburst, enterprises enjoy enhanced:
Performance: Includes the latest optimizations; caching available for frequently accessed data; stable code that
minimizes failed queries
Connectivity: 40+ supported enterprise connectors; high-performance connectors for Synapse, Oracle, Teradata,
Snowflake, IBM DB2, Databricks Delta Lake, and many more
Security: Fine-grained, row- and column-level access control; Kerberos, OKTA, LDAP integration; data encryption
& masking; query auditing to see who is doing what; plus standard role-based access control (via Apache Ranger)
Management: Enhanced tools for configuration, autoscaling, and monitoring; high availability; easy deployment
on anywhere
Support: 24/7/365 enterprise-grade support from the largest team of Trino experts in the world; fully tested,
stable releases; hot fixes & security patches

Unlock the value of your data with Starburst
and enterprise BI today. For more information,
contact us at starburst.io
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