D ATA S H E E T

Starburst Cached Views
A collection of features for more eff iciency, and less work

Starburst Cached Views adds caching capabilities across different data sources that are transparent to
the end user. For example, data from a relational database can be cached on S3. The end user still issues
the same query to the relational source and Starburst redirects the read operation from the relational
table to the cache in S3. Starburst Cached Views allows customers to incrementally update new rows
of data, without needing to execute a full refresh. Starburst Cached Views can now improve read
performance up to 20x and update 100’s of times faster.
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Starburst Cached Views is a collection of performance features exclusive to Starburst Enterprise:
• Table scan redirection allows read operations in a source catalog to be transparently replaced
by reading the data from another catalog, the target catalog.
• The cache service which manages the configuration and synchronization of the source and
target catalogs along with the cache service CLI which provides an easy management interface
for the cache service as a command line tool.
• Materialized views deliver saved views that you can access faster to improve query speed. The
cache service can manage automatic refreshes based on your desired schedule.
Table scan redirection
Table scan redirection is a mechanism for transparently using a cached
version of a table in a query. This can be useful to reduce load off underlying
sources and improve query performance by storing the cached data in an
optimized fashion. The cache service automates the management of the
cached data used during table scan redirection. Table scan redirections allow
you to materialize the data from remote locations in a center of data gravity.
That access pattern allows us to get good performance when federating
between geographically distinct locations.
It takes less work for Starburst customers to access data, as caching table projections transparently
shifts data access to a more performant system. A typical use case is the redirection from a catalog
configuring a relational database to a catalog using the Hive connector to access a data lake. The result
is a positive impact to performance, and reduction of cost and load on underlying systems.
Nearly all Starburst connectors support table scan redirection. A comprehensive list can be found in the
user documentation.
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Cache service and CLI
Starburst’s cache service provides the ability to configure and automate the
management of table scan redirections. The service connects to an existing
Starburst installation to run queries for copying data from the source catalog
to the target catalog. The target catalog is regularly synchronized with the
source and used as a cache. The cacher service also manages the refresh of
materialized views.
Materialized views
Materialized views offer a saved view that you can access faster to improve
query speed. Materialized views allow data analysts using Business
Intelligence (BI) platforms like Tableau or Looker access to new data faster.
Despite their innovation, the data refresh period can be burdensome in BI as
it relies heavily on complex queries running across large datasets over and
over again. With materialized views, the dashboards no longer need to rerun
complicated queries, data analysts simply access the saved materialized view
directly and experience significantly faster time to insight.
Materialized views also help you dramatically reduce data analytic expenses.
For example, Amazon Athena or Google Big Query users are charged by the
amount of data that gets read, which adds up significantly every time a
query is run. Starburst materialized views deliver a more cost-effective data
analytics experience.

Performance enhancement
Starburst Cached Views can be used to deliver enhanced query performance:
• Improve performance of queries against a slow catalog by redirecting the queries to use
cached data stored in an optimal fashion on a different catalog.
• The interval in which to refresh the table can be easily configured with the cache service.
• If a file format (JSON, Avro, text, etc.) for a table cannot be easily changed, Starburst Cached
Views can be used to store the table data with an optimal file format (ORC, Parquet).
• Reduce load on another data source.
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Starburst Cached Views and Data Mesh
Among the net new capabilities, Starburst Cached Views expands the concept of traditional materialized
views to be applied to the data mesh. Starburst Cached Views allows domain experts to easily enrich,
transform and move data according to their needs.
Achieving a successful data mesh strategy requires the ability of domains to access data outside their
domain. Starburst Cached Views enables users to query data from other systems, and transparently
store it in their domain. This can provide significant performance advantages by precalculating complex
queries and joins and moving data closer to consumers or onto faster storage, it can also significantly
reduce data egress costs and it allows domain experts to create their own semantic layer.

Unlock the value of your data with Starburst today. For more information, contact us at starburst.io
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