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About
Glovo is a pioneering multi-category app founded in Barcelona in 2015. It connects users with businesses, and couriers, offering  
on-demand services from local restaurants, grocers and supermarkets, and high street retail stores. Glovo’s vision is to give everyone 
easy access to everything within their city. The service is offered in 25 countries across South West Europe, Eastern Europe, Central 
Asia, and Sub-Saharan Africa, connecting users with restaurants, grocery chains, and retail stores. 

Background
From connecting users to couriers, to providing insights to partners and brands, Glovo’s complex, four-sided marketplace (including 
customers, couriers, advertisers, and brands) needs constant, reliable access to data for a multitude of analytical and operational 
use cases. The company is dedicated to continually optimizing the platform to find the best methods of creating shared value for all 
participants in the marketplace. On a more granular level, this means that the company has to constantly be on top of metrics such 
as reliability, efficiency, and profitability, which requires high-quality and trustworthy data. To build a platform that allows for data-
driven decision making, Glovo’s leadership team decided to embark on a paradigm shift with Data Mesh.  

Data Mesh is a decentralized approach to manage data at scale. By design, data meshes federate data ownership among domain data 
owners who are responsible for providing their data as products. For Glovo and other companies that are shifting to this new way of 
thinking, the framework solves the problem of the rising gap between data consumers and producers by empowering data users with 
self-service tools and federated data governance.  
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Data Mesh Approach with Starburst
With the migration to the Data Mesh paradigm and more use cases being pushed to Glovo’s Data Lake on Amazon S3, Glovo needed 
a high-performing query engine on top of the data lake which would scale with usage and allow non-technical domain owners to 
consume data easily. The company evaluated a couple of options, such as Amazon Athena and Google BigQuery, but ultimately saw 
the most value in Starburst due to the enterprise-grade features (such as autoscaling and security), 24x7 support from Trino experts, 
and query optimizations from Starburst’s pre-built connector library. 

The team moved forward with open-source Trino first as a stepping stone towards Starburst. “We started to try the open-source 
Trino engine to get familiar with the technology,” noted Simone Grandi, the Engineering Manager in Data Platform at Glovo. “But 
our goal was to work with Starburst, because we saw some interesting features like the simplicity by which we could deploy on 
Kubernetes and autoscale the clusters. These were key for us.” Grandi also shared two other technical requirements for the 
solution: 1) the solution had to be able to read Parquet and Delta Lake files, and 2) the solution had to integrate with Apache Ranger 
and Privacera. Not only does Starburst Enterprise meet these requirements, but the Starburst Parquet reader also improved read 
performance on Parquet by an average of 20% over Trino. 

Starburst Enterprise Benefits
While early on in production, the data platform team has already seen improvements in query speed and data access that enable 
self-service analytics for Glovo’s Data Mesh through integration with their BI applications like Looker and Tableau. With Starburst, 
non-technical data users can query and consume the data easily from their data products. “We’ve seen a huge improvement on the 
license. It’s way more accessible, and the users have a better experience,” says Arnau Villoro, the Data Engineer Manager at Glovo. 

Self-Service Data Platform Today
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Glovo anticipates significant cost savings due to the cost-based query optimizations, as well as the autoscaling feature. “The 
challenge with Glovo’s current architecture is that it’s not scaling elastically and it is not efficient in many ways due to the many types 
of workloads,” informs Grandi. “With Starburst, we will be able to fine-tune the behavior of the clusters and scale aggressively up 
and down. In low usage hours, we’ll be able to spend close to nothing, while we can quickly bump up to a powerful cluster, as needed.” 
Other benefits Glovo has seen so far include:

50% Increased Query Speed 

The data platform team has been pleasantly surprised  
by the query time improvements, specifically through  
the Starburst Parquet and Delta connectors. Compared  
to open-source Trino, they saw a 50% improvement in 
query time – from 10 minutes to 5 minutes. 

Insights for Self-Service Analytics

Starburst Insights provides a visual overview of  
important metrics about their cluster for all types of 
users, from platform administrators to data consumers. 
“Starburst offers a very nice User Interface that allows 
not only admins, but also the data users to monitor the 
clusters and optimize the queries. In our self-service 
mindset, this is very useful,” says Grandi. 

Data Products

In decentralized data management, the domains are 
responsible for the quality, security, and transfer of their 
data products. Starburst provides a connectivity layer that 
enables direct access and query capabilities by technical 
and non-technical users to datasets where they reside, 
avoiding costly data transfers and residency concerns.

Reduced Total Cost of Ownership (TCO)

Starburst separates compute from storage, allowing 
Glovo to store its data in the most affordable storage  
layer (Amazon S3) while only spinning up compute 
resources, as needed.

Global Access Control

Starburst’s integration with Apache Ranger allows Glovo 
to standardize authorization through RBAC or role-based 
access control. “This was a game changer for us because 
we didn’t want to manage and configure a Ranger instance 
on our own,” Grandi adds. 

24x7 Support

Starburst provides 24x7 support from Trino experts, 
with dedicated onboarding specialists to make the Trino 
deployment a success.

Starburst offers a very nice User Interface that allows not only admins, 
but also the data users to monitor the clusters and optimize the queries. 

In our self-service mindset, this is very useful.

— Simone Grandi, Engineering Manager in Data Platform at Glovo
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Kubernetes and autoscale the clusters. These were key for us.

— Simone Grandi, Engineering Manager in Data Platform at Glovo
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Business Outcomes
Starburst supports Glovo’s Data Mesh architecture through federated data access, which ultimately allows Glovo to run tests 
on all its data for continual improvement of its 4-sided marketplace. “Starburst unlocks easier and faster experimentation, 
and that’s something we needed to optimize our platform,” says Grandi. With analytics from all data sources, each of Glovo’s 
business units will be empowered to make better business decisions with quicker insights. As the company continues to build 
more data products, Starburst will enable data engineers to focus on using simple tools they already know, such as SQL, to 
prepare high-quality, low-latency data products so teams can be empowered to manage their data as designed to achieve 
Glovo’s Data Mesh model.


