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Removing barriers to 
vital data access

As public cloud adoption soars, your organization has likely 
begun migrating data from disparate sources to Amazon Web 
Services (AWS) to gain more agility, speed innovation, and lower 
costs. Migrating to AWS calls for prioritizing your migration 
activities, defining what stays on premises, and determining 
when a particular data store will migrate. Because some assets 
exist on AWS and others in on-premises data centers, data 
integration can be a major challenge, slowing an organization’s 
time to insights. 

Even if teams are using a sub-second analytics engine, the 
barrier is bringing distributed data together quickly so data 
consumers can access their data when it’s still relevant. 
Cumbersome data integration can sometimes cause months-
long delays before consumers obtain analytics. 

Given today’s tsunami of data and data sources, new solutions 
are needed to integrate data without continually upgrading 
infrastructure or having to transform it via complex extract, 
transform, and load (ETL) pipelines. For organizations to be data 
driven, it’s time for the business consumer to drive. An AWS and 
Starburst Data Mesh framework is how they get there. 

Starburst, based on open source Trino, is a distributed SQL 
engine designed for running fast analytic queries against 
various data sources ranging in size from terabytes to 
exabytes without the need for costly data warehouse 
appliances. Starburst is purpose-built to ensure enterprise-
grade security and performance at scale.

The rest of this ebook describes how a Data Mesh framework 
enables a decentralized architecture for data integration, 
allowing autonomous business domain teams to build and 
share data products with agility.

Data integration 
challenges during  
cloud migrations

Data architects in central 
IT face a growing backlog 
of new data pipelines 
and migration projects

Analytics teams must 
reinvent the process for 
finding and accessing 
new datasets 

https://aws.amazon.com/
https://aws.amazon.com/
https://www.starburst.io/
https://trino.io


The goal of a Data Mesh framework is to allow management and analysis of data regardless of 
where it resides—on premises, in public cloud or multi-cloud environments, or stored in SQL or 
NoSQL databases. It prevents enterprises from having to move large amounts of data, which is 
burdensome, and impedes business decision-making. 

One of the greatest advantages of a Data Mesh framework is it can follow agile planning 
principles such as being iterative and adaptive. One piece of advice—start small, with a single 
domain and a handful of data products. 

Exploit your existing data architecture by connecting your data lakes and 
warehouses, both in the cloud and on premises for immediate utilization. 

Use case: Leverage Starburst to run federated queries across your data lakes and 
other sources. There is no migration required, and performance is fast and secure.   

Create autonomous domain teams that embrace self-service capabilities. 

Use case: Create logical domains that are designed to enable team’s unique 
analytical needs. Each domain has access to the data they need, regardless of  
the source, and the federated governance is designed to maximize their risk  
vs. value profile.  

Create reusable, interoperable data products with valuable metadata (e.g., 
purpose, sources, quality, utilization) to help drive consumer adoption. 

Use case: Enable teams within a domain to build and share data products. 
Consumers search and review a product catalog to quickly find what they need. 
New data products can be created and refined to provide teams with the agility 
that they need to discover and ideate.  

Accelerate the delivery of data-driven business outcomes by abstracting 
the technical complexities in the operational data plane and focusing on the 
consumer domains and data products that are specifically designed with the 
consumers’ needs in mind. 

Use case: Create self-service, business-intimate domain teams that are able to 
prioritize and deliver against their own strategic agenda. 

Data Mesh advantages
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Companies adopting a Data Mesh framework will gain an analytics engine capable of federating 
different data sources—including those stored in data lakes. Because a Data Mesh framework 
connects various sources into a coherent infrastructure, it preserves past investments. The 
Starburst Enterprise platform is designed to ensure enterprises can create and securely share data 
products from multiple sources.

Seamless integration with AWS Lake Formation
Starburst Enterprise integrates with AWS Lake Formation to optimize an enterprise’s existing 
data lake investments and unlock a Data Mesh framework. Starburst delegates the authorization 
to AWS Lake Formation while maintaining its horizontally scalable and federation capabilities. 
Starburst is able to combine data secured by AWS Lake Formation with other sources including 
on-premises data lakes to reduce the need to move data and reduce time to insights.

In an AWS and Starburst Data Mesh framework, a producer domain resides in an AWS account 
and uses Amazon Simple Storage (Amazon S3) buckets to store raw and transformed data. 
It maintains its own ETL stack using AWS Glue to process and prepare the data before being 
cataloged into an AWS Lake Formation Data Catalog in the producer’s account. Similarly, the 
consumer domain includes its own set of tools to perform analytics in a separate AWS account. 
The central data governance account is used to share datasets securely between producers and 
consumers but ownership remains with the producer.

Overall, this integration provides a fast, federated option for accessing data by enabling Starburst’s 
highly scalable analytics engine to query your AWS Lake Formation data lake.

A Data Mesh framework furthers 
your data lake investment

https://www.starburst.io/platform/starburst-enterprise/
https://aws.amazon.com/lake-formation/?whats-new-cards.sort-by=item.additionalFields.postDateTime&whats-new-cards.sort-order=desc
https://aws.amazon.com/s3/
https://aws.amazon.com/glue/?whats-new-cards.sort-by=item.additionalFields.postDateTime&whats-new-cards.sort-order=desc


Say yes to the mesh!
If you are considering adopting a Data Mesh framework, Starburst can get you 
started. Try this 15-day free trial of Starburst Enterprise In AWS Marketplace
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https://aws.amazon.com/marketplace/pp/prodview-pwnl3c6p2jycg

