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Overview

In their efforts to extract insights from distributed datasets, large organizations have come to rely on batch 

processing solutions that are expensive, frustrating to work with, failure prone, labor intensive, frustrating to 

work with, and resistant to scale, and very labor intensive, often requiring weeks to develop. 

These shortcomings prompted a number of enterprises to use open source Trino as an ETL processing tool, 

but this required a high level of expertise in order to yield success. In response, Starburst has pioneered a new 

approach to batch processing that simultaneously overcomes the flaws of previous solutions and provides a 

seamless user experience, making it the easiest way to transform your data. 

Background

Extract, transform, load (ETL) operations increased in popularity due to the abundance of enterprise data and 

proliferation of data sources. Organizations looking to extract meaningful insights from their distributed data 

implemented ETL pipelines to pull raw data from various sources, cleanse and transform it, and then load it into 

one target or single source of truth.

Once this ETL process was complete, analysts could use this data for dashboards, analytics, data science, and 

many other use cases. As the modern data stack evolved, a cloud variation of ETL emerged. In cloud-based 

environments, data is extracted from disparate sources, loaded into an object store, such as a data lake, and then 

transformed into a common format and made available for analysis later — a process known as ELT.

Many large organizations have come to rely on ETL and ELT to run data pipelines on a nightly, scheduled basis. 

Designing and building these pipelines is painstaking, time-consuming laborious work, and it is often left to data 

infrastructure engineers who are already buried under a pile of backlogged requests. Yet the job cannot be 

passed off to just anyone, as it requires a high degree of specialized technical knowledge and skill.
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The delayed data request is presented in the form of dashboards or reports to the data consumers and decision 

makers. This delay is problematic enough, as data consumers would much rather work at the speed of business, 

but there are additional limitations. After the work is complete, the data consumer may evaluate the results and 

realize that the ETL process which was set up will not actually explore the right question or deliver the hoped-for 

insights. Alternatively, they might see the results and determine that they need the data enriched or organized in 

a completely different way.

Their answers didn’t solve their goal or pain. It only presented a more informed perspective that required more 

questions and answers to truly understand and solve. 

Although it is frustrating to data engineers as well as analysts, this is not the result of carelessness or a lack of 

foresight on the part of the data consumer. Instead, it is a perfectly natural outcome of an exploratory process. 

The data consumer is trying to investigate new ways of uncovering insights hidden across distributed and 

disconnected enterprise datasets. Yet traditional ETL pipelines offer no easy way to revise the initial question. So, 

when the consumer realizes they need something different, the cycle starts all over again.
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How ETL Fails
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 This inherently inefficient process leads to a variety of problems...

No one is happy when the process needs to be reset. The data engineers are impacted because their time has 

been used inefficiently, and other potentially valuable projects have been moved down the queue as their 

bottleneck became that much more crowded.

Ultimately, though, the business suffers most. Their goal is to uncover that insight as quickly as possible and turn 

it into actionable information. Delaying the process delays the realization of potential returns. Once the pipeline 

is established, scheduled ETL or batch processes are still plagued by consistent failures due to out-of-memory 

issues, concurrency conflicts, and other problems. These jobs are intended to be run in automated, run behind 

the scenes, and often are off hours. So the organization has to also establish processes to alert the relevant team 

members when a job fails, causing disruption and turmoil.

ELT/ETL solutions are expensive, with some large organizations spending more than $1 M annually. Typically, these 

processes need to be run on expensive compute infrastructure and need to be restarted from scratch when they 

fail, which further drives up costs. Organizations also have to account for the many soft costs incurred, including the 

impact on data engineers and others who are forced to work on ETL maintenance, rather than higher-value work.

Building and maintaining ETL pipelines is arduous. Developers are forced to learn proprietary languages or, 

proprietary ways of setting up these processes. Meanwhile, data practitioners have no simple way to access 

and explore new data sources or schedule recurring jobs on their own. They are dependent on their backlogged 

colleagues in data engineering to implement analytics projects, build pipelines, or set up new tables.

In the end, data engineers, data consumers, and the business as a whole are all negatively impacted. Yet the need 
for ETL and batch processing remains.

Starburst as an ETL Processing Engine
Starburst obviates the need for the long-sought, never-realized single source of truth, proving that organizations do not have to  

centralize data for analytics. As more and more large organizations adopt Starburst and Trino, the platform has also

emerged as a leading alternative to ETL and ELT data processing engines. Enterprises have used open source Trino to create data pipelines, 

and Starburst has improved upon these capabilities to serve a wider array of use cases more efficiently. Starburst Enterprise is a fully 

supported, production-tested and enterprise-grade distribution of open source Trino (formerly Presto® SQL) that provides easy real-

time access to data in multiple sources, reducing storage costs and delivering faster time to insight and better  business decisions. The 

enterprise distribution improves performance and security while making it easy to deploy, connect, and manage your Trino environment.

Organizations looking for an even simpler, faster route to better business decisions can deploy Starburst Galaxy — a cloud-native, 

frictionless, fully managed distribution. Starburst Galaxy allows organizations to initiate data lake analytics projects in minutes, with easy 

and fast access to data lakes, warehouses, lakehouses or other sources.

Shifting to Domain-Oriented Ownership for Highest Value Data and Decisions
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A New Approach to ETL Processing
All the Starburst benefits for organization with their interactive and ad hoc queries are applicable to data pipeline or ETL workloads. 

Starburst works with numerous data integration tools, including Airflow, Dagster, dbt, and others. Finally, to enhance its offering as an 

ETL/ELT engine, Starburst has developed an approach that dramatically improves the success rate of batch processing jobs through fault 

tolerant execution (FTE). 

Starburst Benefits for Data Pipelines 

FTE uses an iterative model. Starburst surveys the available memory in the cluster at the appointed time, opts to take a reasonable share 

of what is available, then executes the query step by step, and performs checkpointing along the way. In the event of an intermediate 

failure, the query does not need to restart from scratch. Instead, it resumes from the last checkpoint. Using less available memory reduces 

the chance of an out-of-memory issue, and even if something does go wrong, the query can be easily restarted.

This approach yields several important advantages:

The reliance on fewer resources leads to a slight performance loss, relative to standard ETL solutions that utilize all available memory, 

but the difference is negligible given that these are scheduled jobs often conducted outside of normal business hours. Furthermore, 

the minimal loss in performance is more than made up for by the significant increase in success rate.

Reliability:

With FTE, Starburst is now an 

ideal choice for executing long-

running, high-memory queries 

because it does not attempt to use 

all available memory and thereby 

increase its chances of failure.

Cost:

The iterative approach allows 

organizations to execute using 

less-expensive clusters with less 

memory because large swaths of 

available memory are no longer a 

 key requirement.

Concurrency:

With Starburst, when multiple 

queries are submitted concurrently, 

they share resources evenly and 

make steady progress.
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QUERY FEDERATION

Starburst has 50+ high-performance connectors to various data sources that allow organizations to enrich the data in 

their data lake, data warehouse, RDBMS, or other sources, then run transforms using SQL across all of them.

REDUCED COSTS

With Starburst as a single engine for both ad hoc and batch workloads, organizations can consolidate their ecosystem 

and eliminate costly and failure-prone ETL/ELT tools. Starburst auto-scales to reduce operational overhead and 

empowers customers to optimize their data storage options, freeing organizations from vendor lock-in

FAULT TOLERANT EXECUTION

To enhance its value as an analytics engine for data pipelines, Starburst now utilizes Fault Tolerant Execution (FTE) for 

executing queries that makes batch processing more resilient and reliable. In short, customers be assured their queries 

won’t fail.



Developer Experience
Starburst’s MPP query engine offers fast performance; a level of interactivity that supports the dev process and allows developers to test 

code and explore different approaches; easily understandable error messages that help developers avoid repeating the same mistakes; 

the ability to configure a cluster to perform granular retries at the task or query level; and other developer-friendly features to be 

expected from a company founded and largely run by engineers.

Starburst also lowers the barrier to writing ELT jobs. Developers, engineers, and data scientists do not need to learn or re-learn a 

proprietary process or unfamiliar programming language — they can easily do the work in ANSI SQL, one of the most common languages 

in the trade. That means more people within an organization can create these data pipelines, which thins out the engineering bottleneck. 

Starburst’s robust integrations with popular ETL tools like Airflow, dbt, and Great Expectations – plus more to come – add to this familiar, 

intuitive developer experience.

Customer Stories
The emergence of Starburst as an ETL or batch processing engine is a direct result of customer activity, as companies begin using Trino as 

an alternative batch processing engine. VMware, Sky, and Grubhub are just a few examples of global enterprises that were using Trino

for ETL and are now relying on Starburst customers. Industry leading communication platform Turned to Starburst because of high query 

failure rates, higher than expected resource costs, and scale limitations. Since deploying Starburst, and assigning one cluster to ad hoc 

queries and another to ETL, the company reports:

• 80% improvement in cluster stability, reducing query failures and increasing success rate

• 20% reduction in compute resource costs because of the dramatic increase in query success rate

• 99.9% cluster uptime with high availability

Finally, the switch to Starburst has a tremendous impact on the data engineering team. “In data infrastructure, we are about six 

engineers,” explains the company’s Senior Engineering Manager. “We manage all of the distributed systems that make up the data 

warehouse. Our partnership with Starburst means we can leverage our limited engineering strength to solve our problems.”

Sky
Europe’s leading media and entertainment company, ETL was impacting productivity, as business users often had to wait to pursue 

questions that required access to two or more siloed datasets. “We’d tell them we would need a couple of months to deploy and operate 

an ETL pipeline,” recalls Lead Data Architect Ritesh Ranjan of Sky. “So it worked, but it was not effective. The business couldn’t wait that 

long.” Now, with Starburst, users have fast access to new data sources without waiting for ETL. “All the problems we had in the past, with 

the business getting frustrated because we needed months to give them access to data, is now gone,” Ranjan adds. “Now, we can say, 

okay, you want access? Here it is. Giving the right access to data to the business user will really help Sky drive its business.”
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A single point of access to all your data

Learn more at www.starburst.io 
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Conclusion
Traditionally, the work of configuring, tuning, and managing 

long-running, scheduled ETL workloads has been a major 

challenge fraught with failures and inefficiency. Starburst 

delivers reliable landing times and success rates, reduces costs, 

shares resources more efficiently, delivers a better experience 

overall for data engineers and consumers, and ultimately does 

more for the business as a whole.

Starburst provides the fastest, most efficient query engine for 

data warehouses, data lakes, or data mesh architectures. As part 

of its larger mission to be the analytics engine for all enterprise 

data, though, Starburst has emerged as a potential alternative 

to traditional batch processing solutions, providing a more 

reliable, efficient, cost-effective, and versatile solution of its 

own. It is establishing its technology as the engine of choice for 

ETL/ELT data processing.


